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Abstract — The use of mobile phone data for planning of 

transport infrastructure has been shown to have great potential 

in providing a means of analyzing the efficiency of a 

transportation system and assisting in the formulation of 

transport models to predict its future use. In this paper we 

describe how this type of data can be processed and used in order 

to act as both enablers for traditional transportation analysis 

models, and provide new ways of estimating travel behavior. 

Specifically, we propose a technique for describing the travel 

demand by constructing time sliced origin destination matrices 

which respect the level of detail available in Call Detail Records 

(CDR) from mobile phone use.  

When analyzing large quantities of human mobility traces, 

the aspects of sensitivity of traces to be analyzed, and the scale at 

which such analysis can be accounted for is of high importance. 

The sensitivity implies that identifiable information must not be 

inferred from the data or any analysis of it. Thus, prompting the 

importance of maintaining privacy during or post-analysis 

stages. We aggregate the raw data with the goal to retain relevant 

information while at the same time discard sensitive user 

specifics, through site sequence clustering and frequent sequence 

extraction. These techniques have at least three benefits: data 

reduction, information mining, and anonymization. Further, the 

paper reviews the aggregation techniques with regard to privacy 

in a post-processing step. 

The approaches presented in the paper for estimation of 

travel demand and route choices, and the additional privacy 

analysis, build a comprehensive framework usable in the 

processing of mobile phone data for transportation planning. 

The project presented in this paper a part of the D4D-Senegal 

challenge. 

Keywords — mobility, mobile phone call data, transportation, 

travel demand, privacy, differentially private releases. 

I.  INTRODUCTION 

Investments in transport infrastructure have been identified 
to have a positive effect on the economic growth. Since large 
transport infrastructure investments are very costly, it is 
important to make careful analysis of the cost-benefit-ratio for 
each potential investment. The use of mobile phone data for 
planning of transport infrastructure has been shown to have 

great potential (see e.g. Berlingerio et al. 2013 and Blondel et 
al 2013).  

By mapping the cell phone data to the transport 
infrastructure it has been shown to be possible to estimate the 
current use of the transport system with high accuracy. Based 
on the estimations, suggestions for improvements to the 
existing transport system can be generated, for example by 
using transportation models for scenario evaluations. Decisions 
taken today on infrastructure development and urban planning 
can lock cities into mobility behavior patterns for the next 30 to 
50 years. Improvements to the infrastructure would result in 
more efficient mobility and, in the long run, increased 
economic growth. 

The benefit of using cellular network data over traditional 
sensors, like link counts and manual travel surveys, is a much 
better coverage. From travel demand estimation based on 
cellular network signaling data we get direct observations of 
the generated trips and the distribution of trips for a sample of 
the population. Dynamic origin and destination matrices can be 
constructed using techniques for assigning trips into time 
periods, which takes into account the uncertainty in time 
stamps of trip start and end, related to the poor sampling in 
time. To enable detailed transportation analysis, based on the 
travel demand description, mode choice, route choice and a 
temporal distribution of travels is also needed.  

The approach used in this paper will cover the travel 
demand description, temporal travel distribution and route 
choice. The temporal distribution and route choice analysis is 
addressed by filtering out trips that are suitable for the different 
purposes.  Due to the huge sample of trip observations that are 
included in the data set we can still get a statistically interesting 
number of observations. 

When analyzing large quantities of human mobility traces, 
two research aspects are often underlooked: sensitivity of 
traces to be analyzed, and the scale at which such analysis can 
be accounted for. On one hand, sensitivity implies that 
identifiable information must not be inferred from the data or 
any analysis of it. Thus prompting importance of maintaining 
privacy during or post-analysis stages. At the same time 
adapting to such requirements during or post analysis is also an 
issue, as time and scale factors often justify the true business 
value of providing mobility analytics to the masses. While to 

T06



2 

 

address the former, often researchers tend to take into 
consideration data analysis under assumptions that privacy is 
either preserved while data is being analyzed, or when the 
results of analysis is to be published and released to data 
scientists. And to address the latter, means that such 
requirements are to be held during or after analysis on a 
scalable and reasonable manner. Maintaining such requirement 
is often difficult as each dataset may contain millions of 
trajectories and each analysis task might need to be repeated 
several times for fine-tuning, regardless of the overhead of 
corresponding task of course. 

Although the D4D dataset is anonymized to a certain 
degree by reduced spatial and temporal resolutions, de 
Montjoye et al. (2013) have demonstrated that traces of human 
mobility are quite unique, to the extent that even a handful of 
data points, possibly acquired from limited external 
knowledge, is sufficient to re-identify the trace of an individual 
even in a sparse and coarse mobility dataset as the one at hand. 
Our approach to address this challenge consists of two steps. 
Firstly, we aggregate the raw data with the goal to retain 
relevant information while at the same time discard sensitive 
user specifics. Put differently, we merge individual sequences 
of sites used into aggregates that should reflect collective 
mobility behavior rather than the whereabouts of individuals. 
Aggregating the data, which is here done through site sequence 
clustering and frequent sequence extraction, has at least three 
benefits: data reduction, information mining, and 
anonymization. The second part of our approach is to review 
resulting models with regard to privacy in a post-processing 
step. On a general note, maintaining privacy during and post 
analysis phases, encompass two main categories of approaches 
commonly referred to as Privacy-preserving data analysis 
(PPDA) and Privacy-preserving data publishing (PPDP) (Fung 
et al. 2010). Our focus for privacy-preservation is on the latter 
part, which is maintaining published results indistinguishable. 

A. Aim and key paper outcome 

The key outcomes of the paper are a set of transport 
demand indicators, based on the concepts of trajectories and 
trips, which are measured using the present type of mobile 
phone usage data. Based on these indicators, we present 
demand and route estimations for the case of Senegal, but 
applicable also to other regions where the same type of data is 
available. Furthermore, we analyze how data of this type can 
be distributed maintaining privacy during or after the different 
analysis stages. This is done by aggregating the data through 
site sequence clustering and frequent sequence extraction, 
which has the benefits of data reduction, information mining, 
and anonymization.  

Analyses presented in this paper are based on the mobile 
phone data from the country of Senegal, presented in detail in 
de Montjoye et al. (2014). The project presented in this paper a 
part of the D4D-Senegal challenge. 

B. Outline 

The rest of the paper is organized as follows. In Section II 
the background to the studied case, Senegal, is presented in 
terms of the mobile phone data used, and previous work on this 
type pf mobile phone data for travel demand and privacy are 
reviewed. In Section III the mobility characteristics derived 

from the data is shown, Home and POI, trip definitions are 
given, the processes of sequence clustering, frequent sequence 
extraction and travel demand matrix construction are presented. 
Section IV discusses the scalability of the presented processes. 
Section V contains the privacy analysis based on trajectory and 
travel demand data. The paper is concluded in Section VI, 
where the results are summarized and use cases are presented. 

II. BACKGROUND 

A. Cellular and transportation infrastructure 

Senegal is located in the west of Africa and has about 12 
million inhabitants. The capital of the country is Dakar in far 
west part of the country and close to the Atlantic Ocean. Dakar 
has 1.1 million inhabitants, with about 2.7 million inhabitants 
in the urban area close to the city.  

An overview of the road infrastructure, as presented in the 
Open Street Map, is presented in Figure 1, where also the 
distribution of the mobile antennas is shown, represented by 
the red dots. 

 

Figure 1: Antenna distribution and road network from Open Street 

Map for Senegal. 

B. Mobile phone data for mobility analysis 

The mobile phone data for Senegal originate from the 
mobile operator Orange (de Montjoye et al. 2014) and consists 
of Call Detail Records (CDR) of phone calls and text 
exchanges (SMSes) between customers in Senegal. The data is 
collected between January 1, 2013 and December 31, 2013. 
The data used in this paper consists of 1666 antenna ID and 
locations and mobility data on a rolling 2-week basis for a year 
for about 300,000 randomly sampled users.  

The mobility data consists of timestamps and antenna IDs. 
The positions of the calls are identified according to the 
connected antenna. The position of each antenna is given as the 
longitude and latitude, slightly blurred due to sensitive 
information. The time stamps are truncated to 10 minute 
intervals. The data accuracy is as described in de Montjoye et 
al. (2014) and the data looks sound according to our initial 
plots and analysis, except minor anomalies with “jumps” 
between the two relatively distant antennas, e.g. between 
antenna 1057 and 604. 
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It should also be mentioned that this dataset only contain 
data from CDR, which is a subset of the mobility data that is 
available in a cellular network. Other types of data that can be 
collected from the cellular network, e.g., location updates, 
handover events or measurement reports, would affect the 
results of the analysis. A detailed description of the data 
available in cellular networks for the purpose of traffic 
management and planning can be found in Gundlegård and 
Karlsson (2006).  

C. Previous work 

In this section we review previous work related to travel 
demand estimation from mobile phone data, and privacy 
aspects of releasing mobile phone data of CDR type for use in, 
for example, travel demand estimation.  

Techniques for using data from communication networks to 
understand the interactions  among people  has been  developed 
both in academia, such as MIT  Sensible  City Lab and Pisa 
KDD Laboratory, starting with Ratti et al. (2006), and 
commercial institutes, such as IBM  Smarter Planet  Initiative  
and Microsoft Research during the recent years. One of the first 
large scale data evaluation of mobile phone data is described in 
González et al. (2008). 

In Fiadino et al (2012) the problems of bias from using 
CDR data is discussed, pointing out that the accuracy of the 
mobility analysis can be low for datasets where the majority of 
the users make only a small number of calls per day, and, 
hence, a known approximate location. The estimation of 
individual’s home and work locations has been treated in 
several papers, see e.g. Ratti et al. (2006), Vieira et al. (2010), 
Isaacman et al. (2011) and Csáji et al. (2012). They apply 
techniques of varying complexity, based on clustering the 
locations for day time and night time separately. A source of 
many results from experiments to identify important places 
from CDR data of the same type as in this paper, only a slightly 
smaller sample and for the Ivory Coast is available in Blondel 
et al. (2013). Despite the shortcomings in the level of accuracy 
of CDR data, mode choices have been analyzed in e.g. Wang 
(2010), although only individuals with a high call frequency 
was used for the analysis. From articles with the aim of 
estimating origin destination demand matrices from CDR data, 
it is possible to identify differences in both the time resolution 
and spatial resolution. The aggregation in the spatial dimension 
can, for example, be built up using known traffic analysis 
zones when known (as in Calabrese et al. 2011) or as zones of 
fixed size squares (as in Wang et al. 2010) or individual 
antennas (as in Nabouli et al. 2013). The time resolution varies 
from a static matrix for one hour (as in Csáji et al. 2012) to 
several time periods, see Wang et al. (2013). 

A more advanced approached of utilizing mobile phone 
data for both travel demand estimation and route choice is 
presented in Iqbal et al (2014). Their technique makes use of an 
additional source of data, link count from specific streets in the 
transportation network. In Cáceres et al., (2012) the correlation 
between number of calls and the actual traffic flow is 
investigated. A more detailed overview of the use of mobile 
phone data for transport analysis can be found in Rajna (2014). 

Among the approaches for privacy-preserving data 
analysis, one approach that has gained increasing attention in 
recent years is Differential Privacy (Dwork 2006). 
Differentially Private algorithms allow for results of the 
computation to be perturbed in a way that has small impact on 
aggregates, and at the same time de-individualizes the data of 
individual s present within the data and in turn minimizes their 
privacy loss. One of the reasons for popularity of Differential 
Privacy (DF) is that it considers no assumptions about the 
capabilities of a potential adversary, whilst other approaches 
need explicit adversarial modeling for similar tasks (Mir et al. 
2013).  

Given the two main challenges of privacy-preserving data 

analysis, the state of the art of differentially private mobility 

analytics tend to address either one corresponding issues at 

hand. whilst those differentially private solutions that consider 

scale and accuracy at the same time are more recent(Mir et al. 

2013; Acs and Castelluccia 2014; Fan and Xiong 2012). Mir et 

al., aim at maintaining a reasonable accuracy for modeling 

mobility of users (Isaacman et al. 2012), through generation of 

a synthetic population based on existing traces at metropolitan 

scales (Mir et al. 2013). Fan et al., present an approach that 

adaptively trades-off the accuracy to utility in the release of 

real-time sensitive time series data (Fan and Xiong, 2012).  Acs 

and Castelluccia, present an anonymization technique for 

releasing spatio-temporal density of a metropolitan scale trace 

input data. They argue that even with large dimensional 

sensitive data, differential privacy can provide practical utility 

with meaningful privacy guarantee (Acs and Castelluccia, 

2014). 

III. MOBILITY AND TRAVEL DEMAND ANALYSIS 

Travel demand analysis for transportation planning is 
traditionally performed using the classical four-step model, 
which divides the problem into 4 different sub-problems: trip 
generation, trip distribution, mode choice and finally route 
assignment. From cellular network data we get direct 
observations of combined trip generation and trip distribution 
for the users in the data set, but the poor resolution in time and 
space in CDR data causes problems to relate antenna 
movements to physical movements. Also overlapping antenna 
coverage in the cellular network causes problems related to 
movements that are purely an artifact of cellular network 
characteristics.  

The poor resolution in time and space is even more problematic 
in the last two steps, mode choice and route assignment. To be 
able to make analysis on route choice and also temporal 
demand characteristics, we have used an approach where 
different types of trip definitions are used for the different steps 
in the analysis. For route choice we have filtered trips that have 
good resolution in space and for temporal analysis we have 
filtered trips with good resolution in time. Due to the large 
amount of trips in the whole data set, we can still get enough 
observations to enable also analysis of dynamics that is seldom 
captured in the majority of user trajectories. 
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A. Mobility characteristics 

The resolution in space and time of user location sampling 
is a key component in determining which type of mobility 
analysis that can be made with the data set. To enable 
comparison of the results based on this data set we have 
calculated average inter-event statistics, see Figure 2, which 
can be compared with Figure 1 in Calabrese et al. (2013). 
Calabrese et al. analyze data that not only include call and SMS 
connections, but also connections to the Internet over the 
cellular network. They report an arithmetic average of 84 
minutes for the medians (corresponds to the blue group). They 
conclude that the average of 84 minutes allows the detection of 
changes in locations where the user stops for as little as 1.5 
hours. The corresponding values for our dataset is an arithmetic 
average for the medians (blue group) of 308 minutes which 
indicates that it would be possible to detect stops which are 
about 5 hours and longer.   

 
Figure 2: Distribution of average inter-event times for three 

quantiles. 

By viewing the distribution of inter-arrival times as in 
Figure 3, we see that a significant fraction of users use their 
terminals comparably infrequently. Note also that there are 
local maxima separated by 12 and 24 h intervals, indicating 
that a comparably large number of terminals are used once per 
day, every second day, and so forth. 

 

Figure 3: Counts of time duration between recorded sites. 

A standard problem when analyzing cellular network data 

based on user activities, e.g. SMS and phone calls, is the time 

bias in the samples; typically users have a tendency to make 

fewer phone calls early in the morning. Figure 4 shows the 

total number of events over the day and it can be seen that 

there is much more phone activity late in the evening 

compared to early in the morning, whether this is a true 

reflection of the human activity in Senegal or not, is not clear 

to the authors at this time. If this is a bias in the data set, it is 

important to take into account when scaling up results from 

the data set. 

 
Figure 4: CDR data events per hour for the first two week period of 

data. 

B. Home and POI 

Calling activity is correlated to the users’ points of interests 
(POI). Therefore, it is feasible to estimate the home location of 
users based on a sequence of location observations, see e.g. 
Dash et al. (2014). Since POI:s, especially home and work, are 
very important for a user’s trip generation and distribution we 
have used the estimated home and work location of users as 
input to one type of trip generation, see section III.C. We have 
simply used the call events to estimate the home and work 
location of users, based on the frequency of calls from different 
locations during daytime and during nighttime. The home and 
work location identified as locations with a minimum distance 
of three kilometers, and not belong to neighboring antennas in 
the Voronoi graph. By aggregating home and work locations 
for all users, we can get a technique for identifying residential 
and industrial or public areas. In Figure 5 a heat map of the 
difference between home and work locations is shown. Blue 
indicates more home locations than work locations, and red 
indicates more work locations than home locations. The red 
area in the middle of the figure is the International Blaise 
Diagne airport, located south-east of Dakar. The red area in the 
lower part of the figure most likely indicates an industrial area 
located along Route Sindia-Thies. The small red area north-
west of Thies shows an area with a university and an airport. 
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Figure 5: Heat map of difference of number of home locations and 

number of work locations. Blue indicates potential residential areas 

and red indicates areas with large daytime activity. The red area in 

the middle of the figure is an airport.  

Since trips generally are generated from residential areas to 

industrial or public areas in the morning and the opposite in 

the evening, this kind of map can directly give a rough 

understanding of travel patterns in an area.  

C. Trip definitions 

In order to analyze travel demand and mobility, individual 
movements need to be identified. In this section we define two 
ways of describing movement, trips and sequences. Trips are 
here related to movements between activities and are only 
defined by start and end location, referred to as origin and 
destination. A sequence is a series of locations consecutively 
visited by a user and can be extracted from trajectories. 

We extract sequences by processing the data in the 
following way (default values are given in parenthesis): 

1. Repeating sites are discarded. If at the beginning 
of the sequence, the last site is kept, else the first 
site is kept. 

2. All records are divided into sequences, where a 
new sequence starts if 

a. There is a new user or 

b. The time between two records is larger than 
a time-out value (60 minutes) 

c. The distance between two locations is larger 
than twice the maximum cell range (50 km) 

3. Sequences that contain less than a given number 
of sites (5) - assumed to be generated by stationary 
users - are discarded. 

The processing of the user trajectories into sequences 
enables a level of anonymization, since they do not include the 
time stamp of the locations. We have explored two approaches 
to model common user routes as represented by sequences: 
clustering and frequent sequence mining, see section III.D and 
III.E. Sequences are in Wang et al. (2012) described as 
transient OD observations (t-OD). This process of extracting 

sequences filters out many movements by the thresholds in 
inter-event time (step 2b) and sequence length (step 3).  

In order to study travel demand, it is important to capture as 
many movements as possible from the CDR data, even with 
poor resolution in time and space. This is done using 
assumptions on travel behavior related to predefined POIs 
(here, home and work location) and by relaxing the constraint 
on inter-event time compared to the sequence definition. 

In the trip definition we assume that all movement start 
from the home location in the morning and end in the home 
location in the evening, unless the user’s distance to home is 
larger than a threshold value dmax. Furthermore, a threshold 
value, dmin, is used as a minimum movement distance to 
identify the start of a trip as well as snap the origin or 
destination location to any of the user’s POI:s. One of the 
rationales for this trip definition is that it is relatively easy to 
estimate the home location of a user, given that the user 
trajectories cover a sufficient period of time. 

The algorithm for generating trips is divided into three 
functions, main, detect_trip_end and detect_trip_start. The 
functions are presented in Algorithm 1a, 1b and 1c, 
respectively.

 

Algorithm 1a: Main function for the trip generation. 

 

Algorithm 1b: Function for detecting trip end. 

main() 

for all u in U 

    for each day d in D 

        for all user positions day d, p_udk 

            if(trip_active == false) 

                trip_active = detect_trip_start() 

            end 

            if(trip_active == true) 

                trip_ended = detect_trip_end() 

            end 

            if(trip_ended) 

                store_trip() 

            end 

        end 

    end 

end 

detect_trip_end () 

if(pudk == workbase or pudk == homebase) 

    destination = pudk 

else 

    if(pud(k+1) exists) 

        if(pudk == pud(k-1)) 

            destination = pudk 

        end 

    else 

        if(d(pudk,homebase) < dmax) 

            destination = homebase 

        else 

            destination = pudk 

        end 

    end 

end 
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Algorithm 1c: Function for detecting trip start. 

 

Figure 6 shows an example of generated trips for a specific 

user for a specific day. Blue circles are antennas in the 

trajectory for this user and day, the home location is marked 

by H, the work POI is marked by W and an additional location 

A. The location A is identified by two consecutive calls 

referring to the same antenna, here taken as an indication of an 

activity at this location. The trips generated in this case are 1) 

from H to W, 2) from W to H, 3) from H to A and 4) from A 

to H. Note that the fourth trip (A to H) is generated even if the 

trajectory does not end in H for the specific day. This 

corresponds to the generation of an activity profile, HWHAH, 

as discussed in Liu et. al. (2013). 

 

 
Figure 6: Example of trips generated for one user one day. Blue lines 

are trajectories and red lines are the generated origin-destination 

trips.  

The number of trips generated using this trip definition is 
approximately 0.7 trips per day and user, with dmin set to 3 km 
and dmax set to 100 km. This can for example be compared to 
the number of sequences generated, which is approximately 
0.06 sequences per user and day. 

The distance distribution for the trips generated is shown in 
Figure 7. It can be noted that the number of trips tend to follow 
the decay of the distance with a negative exponential; similar to 
what is common in gravity models for trip distribution (Wilson, 
1967).  

 
Figure 7: Trip distance distribution for the generated trips. 

D.  Sequence clustering 

With the goal to extract common transient mobility patterns 
of users, we have developed a clustering algorithm that 
aggregates sequences with respect to their site-to-site 
transitions. The approach is stochastic and based on locality-
sensitive hashing (min-hash) (Broder et al. 1998), which is 
used to generate groups of sequences that are likely to be 
similar. More specifically, each sequence is mapped to its set 
of site transitions (constituting pairs of site id:s). The sequences 
are then clustered with respect to the similarity between their 
respective site-pair sets in terms of the sets’ Jaccard distance.  

The algorithm is similar to the approach proposed in 
(Görnerup 2012), with the difference that we do not employ 
graph clustering to group sequences, but instead iteratively 
merge them into aggregates. In practice this is done by 
calculating two min-hash values per site transition set and then 
initialize clusters as singleton aggregates that each contains a 
single sequence. We then group the aggregates that have the 
same min-hash values – constituting candidate sets of similar 
clusters – and merge the aggregates within groups that have a 
Jaccard distance below a given threshold. The procedure is 
iterated multiple times, resulting in successive merging of 
aggregates into coarser aggregates. The algorithm terminates 
when the procedure converges (typically after approximately 
20 iterations in our experiments).  

When applying the algorithm on a year’s worth of 
sequences, the resulting aggregate sizes follow a power law 

detect_trip_start() 

if (trip_set empty) 

    if(pudk != homebase and d(pudk,homebase) < dmax 

and d(pudk,homebase) > dmin) 

        trip_active = true 

        origin = homebase 

    end 

    if(pudk != homebase and d(pudk,homebase) > dmax) 

        trip_active = true 

        origin = pudk 

    end 

    if(pudk == workbase and d(pudk,homebase) > dmax) 

        trip_active = true 

        origin = homebase 

        destination = workbase 

    end 

else 

    if(pudk != previous_trip_start(trip_set) and 

d(previous_trip_start(trip_set), pudk) > dmin) 

        origin = previous_trip_start(trip_set) 

    end 

end 
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distribution, see Figure 8, where, at the one end, most of the 
aggregates are small (only containing a handful of sequences) 
and, at the other end, there is a long tail of few large 
aggregates. The distribution indicates that most of the 
sequences are unique and may therefore not be aggregated.  

Figure 9, showing an example of aggregates that each 
consists of at least 50 sequences, indicates that the clustering 
approach captures comparably (cf. Section III.E) large-scale 
patterns that cover distances on the order of kilometers rather 
than meters. Note, however, that these results are tentative and 
that no quantitative evaluation of resulting clusters has been 
performed due to current lack of ground truth. 

 

 

Figure 8: Counts of aggregate sizes as found by clustering algorithm. 

 
Figure 9: Example of sequence aggregates illustrated as site-to-site 

transitions color coded by aggregate. 

 

E. Frequent sequence extraction 

Sequential pattern mining is a well-established technique in 
data mining to detect partially or totally ordered subsequences 
of items in series of actions or events (c.f. Mooney and 
Roddick 2013). Applied to movement trajectories, commonly 
taken routes – i.e., location sequences – can be discovered in a 
scalable manner. We outline here the experiments conducted 
with two kinds of sequential pattern mining algorithms: (i) the 
Seqwog algorithm is based on the frequent itemset mining 
mechanism Relim (Borgelt 2005); however, the algorithm 
preserves the sequence of locations. (ii) the MG-FSM 
algorithm (Miliaraki et al. 2013) is a scalable frequent 
sequence mining algorithm built for MapReduce, which 
tolerates “gaps” between consecutive locations. Preserving the 

sequence of locations is important in our use case since it 
requires storing the direction of movements. Allowing gaps in 
the sequence is beneficial; on the other hand, to cope with 
changes in the base station topology that occur during the time 
span the trajectories have been captured. For example, if a new 
base station is deployed, the algorithm would in any case 
identify the frequent path despite an additional location exists 
within the particular sequence. 

Configurable parameters of Seqwog are support threshold s, 

giving the fraction of sequences that need to contain a 

subsequence to count it as “frequent” (s = 0.0075), and 

minimum sequence length m, which is set to 3 to capture both 

the direction users are typically coming from and they are 

heading to, given a particular location. For MG-FSM, the 

support threshold s is the absolute number of trajectories and 

has been set to 500. The minimum sequence length is set as 

well to 3, the maximum length to 6. The maximum allowed 

gap γ is set to 1, i.e., only subsequences are considered that 

can be built without omitting more than one consecutive 

location. Figure 10 visualizes the results for these parameter 

settings for an excerpt of Senegal’s map. It has to be noted that 

density and length of the sequences depend significantly on 

the support threshold configuration, which has to be hence 

chosen carefully. Furthermore, the setting might be adapted to 

the actual user density in different areas of the country since a 

low default threshold for all areas leads to a consideration of 

merely common routes starting in the major city. 

 

 

 
Figure 10: Sample result for the capital area for the algorithm 

Seqwog (left) and MG-FSM (right).  

 

F. Travel demand 

The travel demand is one essential input to models for 
transportation analysis. The travel demand is normally 
described in an origin-destination matrix. Given a division of a 
geographical area and a division of the area into zones, the 
origin-destination matrix describe the number of trips from 
each pair of zones, e.g. from zone A to zone B for each pair (A, 
B). The origin-destination matrix describe the demand in a 
given time interval, for example one hour. Normally, the 
origin-destination matrix describes the number of trips that 
starts at zone A during the specified time interval, going to 
zone B.  

Cellular network data is interesting from demand modelling 
perspective, since we can get direct observations of the travel 
demand for all transport modes, see Angelakis et al. (2013). 
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Input to the time-sliced OD-matrix are the trips generated by 
the trip definition described in Algorithm 1a-c. These trips give 
direct observations of trip generation and distribution for the 
sample of users in the data set. However, it should be noted 
that in this data set, the physical process of interest here, i.e. the 
human travel behavior, is under sampled, which gives an 
uncertainty in which trips that has been made by a specific 
user.  

The spatial resolution of the data set is limited by antenna 
density, since only antenna ID:s are available in the data set. 
The antenna density is strongly correlated to population density 
and hence we get a better spatial resolution of trips in areas 
with denser population. However, the main problem when 
generating travel demand from CDR data might not be the 
spatial resolution, but rather the overlapping coverage of 
antennas, which makes the standard Voronoi representation of 
cell coverage a poor representation. This problem becomes 
worse in areas where macro cells with large transmission 
power in elevated positions are used for coverage and micro 
cells with low transmission power are used for capacity. We try 
to cope with the antenna oscillations by only considering trips 
longer than a minimum distance dmin and not consider trips 
between antennas that are Voronoi neighbors.   

Since users are sampled only during phone activity in terms 
of calls and SMS, there is a large uncertainty in the temporal 
domain for the start and end of each trip. Since we want to 
include as many trips as possible to get a good estimate of the 
travel demand, we need to include trips with poor temporal 
resolution. We assign each trip to a time period according to 
the probability of the trip being started in each time period. 

For an individual that makes a trip, as defined by the trip 
definition, corresponding to a CDR at location A at 7:00 and a 
CDR at location B at 10:45, the contribution to the demand 
matrices will be computed as follows. First, we estimate a 
travel time based on the Euclidean distance from A to B and a 
travel speed of 50km/h. Let us, as an example, assume that the 
distance between A and B is 50 kilometers, then we deduce 
that the trip has started sometimes between 7:00 and 9:45. By 
assigning equal probability to all start times during this time 
interval, the contribution from this specific trip will be 1/2.75 
to the demand matrix holding the demand from 7:00-8:00, 
1/2.75 to the demand matrix holding the demand from 8:00-
9:00 and 0.75/2.75 to the matrix holding the demand from 
9:00-10.00, for the element representing the travel relation A-
B. The trip weights assigned is illustrated in Figure 11. The 
method can easily be modified to use other than uniform 
probability distributions, taking into account more information 
about trip departure times. 

 

Figure 11: Assignment of trip weight to the time sliced origin 

destination matrix 

This type of weighted OD matrices is calculated for both 
antenna level and arrondissement level. In Figure 12 both 
antenna level (blue) and arrondissement level (red) OD is 
shown for the city of Dakar, filtered for the pairs with largest 
number of trips. Due to the large number of antenna pairs, it is 
difficult to see any general trends in the visualization for 
antennas, however, at least in this example, it is easier to 
capture in the arrondissement level OD. 

 

Figure 12: OD demand on the level of arrondissement for the first 

two week time period filtered on large OD demands for the city of 

Dakar in red and antenna level demand in blue. 

In Figure 13 arrondissement level OD is shown for the 
whole country. It can be seen that most of the travel demand is 
located in the Dakar area and along the north border of the 
country. 

 

Figure 13: OD demand on the level of arrondissement for the first 

two week time period filtered on large OD demands.  

In Figure 14 the arrondissement level OD is shown for the 
Dakar region and it can be seen that most of the trips are made 
within the city, but Dakar also attracts trips to and from the 
larger cities in the region. 
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Figure 14: OD demand on the level of arrondissement for the first 

two week time period filtered on large OD demands for the Dakar 

area. 

In order to get a potentially higher temporal resolution for 
trips, we have further analyzed trips that has a small difference 
in estimated travel time based on origin and destination 
location compared to the timestamps of the start and end 
observations. Due to the large data set it is still possible to get a 
large number of travels in each arrondissement OD par. Figure 
15 shows the distribution of start times for all travels (blue) and 
for one specific OD pair (red). The specified trip definition in 
combination with this filtering of well-defined start times 
indicates that there is peak in travels that start around 12 and 
21. However, one should note the strong correlation with the 
number of events shown in Figure 4, indicating a bias due to 
bias in location sampling.    

 

 

Figure 15: Temporal distribution of trips for OD pair from 

arrondissement 4 to 1, based on trips with an estimated average 

speed larger than 10 km/h. The red line spike at midnight is most 

likely due to a combination of antenna oscillations and trip 

definition. 

The transport route choice, and possibly also mode choice, 
can be studied by filtering out a subset of the trips that are well 
suited for each task. Once again, due to the large sample size, 
we can get enough number of travels to gain understanding of 
both route choice and mode choice. We have filtered out 

sequences with short inter-event time and assigned them to 
routes in the following way: 

1. Simplify: Find the set of links on the road network that 
intersects with the Voronoi polygons of the antennas 
included in the trajectory and compute a shortest path 
within each polygon. 

2. Construct route: Calculate the shortest path that passes 
through every Voronoi polygon associated with the 
antenna in the sequence. In each Voronoi polygon, a 
shortest path computed in Step 1 is used. 

Doing this for all sequences between a specific antenna pair 
generates a route probability for a set of routes in the given 
antenna pair. This route probability can then be used together 
with the travel demand between the specific antennas to 
estimate a travel flow distribution on the computed routes in 
for the specific OD pair. By summing all the OD flows that 
pass a given link, we can get a very rough idea of the flow on 
that link.  Figure 16 shows an example of route probabilities 
for a given antenna pair calculated using the procedure 
described above. Although the results from this technique may 
be affected by oscillations from connecting to different 
antennas even if the user stay at the same location, the 
technique may have some potential for generating choice sets 
as input to more advanced route choice models (see, Bekhor et 
al. 2006).  

 

Figure 16: Route choice distribution for an example antenna pair, 

based on assigned demand according to probability of route choice, 

calculated using sequences with frequent sampling of antennas. 

 

IV. SCALABILITY 

When developing methods for analyzing and modeling 
cellular network data it is necessary to address scalability due 
to the potentially huge volumes of data that needs to be 
processed. In particular, when considering low-latency online 
applications, scalability is a prerequisite for any algorithm to be 
applicable in a real-world scenario. 

The clustering algorithm presented in Section III.D is well 
suited for parallelization. It is implemented in Scala using the 
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Spark framework (Zaharia et al. 2010) and can therefore 
readily be used in a cluster environment. As seen in Figure 17, 
the algorithm may also be applied to large data sets using more 
modest computational resources. 

We have also evaluated the performance of the frequent 
sequence mining algorithms discussed in Section III.E in terms 
of scalability by measuring the time needed to process different 
sizes of data. Figure 18 visualizes the runtime performance of 
Seqwog and MG-FSM. While Seqwog performs better on 
small-scale datasets (less than 2 Mio. sequences), whereas MG-
FSM yields more favorable runtime values as the data size 
increases. 

 

Figure 17: Runtime of clustering algorithm for different number of 

sequences on an Apple MacBook Pro with a 2.8 GHz Intel Core i7 

processor and 16 GB of RAM. 

 
Figure 18: Runtime of frequent sequence mining algorithms Seqwog 

and MG-FSM for different number of sequences. 

 

V. PRIVACY ANALYSIS 

 
As stated previously, within our work we focus on 

maintaining the results of the analysis, differentially private. To 
do so, we are using a generic differential privacy system that 
makes two assumptions: first, any individually-sensitive 
analysis has been tailored with little or no assumption of 
privacy in mind, thus demanding the release and publication 
point to perturbed accordingly. And on the other hand, given 
the size of the data and its corresponding analytical tasks, 

framework of needs to scale the analysis to large quantities of 
mobility traces. Both requirements are satisfiable through the 
framework used, which is called GUPT (Mohan et al. 2012). 
The framework is generic in the sense that its external hooks 
and data transformers can execute any computational and 
analytical tasks. For which we have used to develop our 
queries and data transformers with. GUPT is also equipped 
with components allowing least-trusted analyses and data 
releases to be made within and from its boundaries, which 
authors refer to as isolated execution chambers.  

A. Privacy Budget Management  

Differentially Private frameworks realize the concept of 
privacy in terms of a utilitarian concept referred to as budget 
(which we denote as Epsilon from this point forth). Such 
formulation specifies how many queries a data owner allows 
towards their data and in turn analysts can spend to consume 
the released data. Similar differential privacy systems such as 
PINQ (McSherry, 2009) realize utilitarian budget provision but 
did not explicitly provide any mechanisms allowing 
programmers to correlate distribution of the queries to amount 
of budget.  

This is while GUPT provides algorithmic means allowing 
programmer’s to find and estimate efficient budget per data 
and task, which in turn allows for automated mechanisms to 
distribute the limited privacy budget between queries.  

A.1 Budget Estimation for Non-Interactive Queries 

We hereby present the results of experimental budget 
estimation with respect to analyses and data sizes at hand. To 
measure the budget we use a median computation that finds the 
average site id. Motivation for using such task is first, reading 
all input bounded values so we can retrieve and analyze all 
input values. At the same time, since the outputs are already 
processed such task resembles the type of statistical analysis 
that data analysts will run on the results to be released.  

Figure 19 illustrates the mean relative error for two sets of 
budget estimates for statistical analysis for a sequence 
clustering input. Two sets of outputs were analyzed; normal 
differentially released output and filtered outputs. Using 
filtering outputs enables us to make sure irregular values (that 
do not fit the norm of the output) are not released with results. 
Each computation is generated using three iterations minimum 
to make sure that ranges of Epsilon converge. In this figure 
only best and converged results are shown.  

 

Figure 19: Convergence of privacy budget estimations for a site 

sequence cluster input, Epsilon values taken from range of [0,1]. 
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Figure 20 illustrates mean relative error for two sets of 
results for two frequent set clustering techniques. To illustrate 
convergence of optimal budget estimations, three iterations and 
their corresponding budgets and relative errors are visualized. 
As visualized budget estimations tend to become more accurate 
as the range of relative errors reduce and become static helping 
us to provision corresponding privacy budget according to task 
and data at hand.  

 

Figure 20: Convergence of privacy budgets for two frequent 

sequence mining route aggregation techniques. Each aggregate set 

were analyzed using an Epsilon from range of [0.2,1]. Estimator was 

run for three iterations. 

 

A.2 Budget Estimation for Interactive Queries 

Results discussed so far, are the results of analysis across 
the whole output data, thus releasing the value of differential 
privacy in terms of non-interactive queries. In addition to 
analyzing the budget per width of the released data, we also 
decided to analyze the budget variation per longitude of the 
data released. Such analysis is often in high demand if 
interactive queries are formulated. With respect to this part of 
the study we used our mean estimator and we executed it on a 
set of nominal features of two of origin destination matrix and 
sequence clustering techniques.  

The data unit studied at each analysis session is an aggregate in 
terms of site sequence clustering and a trip in terms of origin-
destination techniques. For each technique a fraction of unit 
were chosen. To make sure accuracies are representative, a 
privacy budget range between 0.1 and 1 were chosen. Figure 
21, depicts the budget ranges for site sequence clustering on the 
left side and origin destination matrix on the right side. As 
shown the projected accuracies can show how sensitive each 

approach is with respect to handling interactive data release.  

 

Figure 21: Comparative analysis of privacy budget ranges for 

longitudinal data units. 

 

B. Calibrating Noise using Output Range Estimation 

 
In addition to estimating optimal privacy budget with 

respect to data and analysis requested, we also need to stress 
out the importance of the amount of noise that is added to the 
released outputs. Another important aspect of the differentially 
private system at hand is estimating the amount of noise to be 
added.  

To do so, we need to select an optimal output block size 
(which we refer to as Gamma γ) that will allow us to balance 
the estimation error and the noise. Since optimal block size 
varies from problem to problem. Getting the optimal block size 
based on the analysis task helps to reduce the final error to a 
large extent. Needless to say, the larger the block size, the 
smaller the estimation error.  

As a result, to be able to estimate the correct output range 
for the tasks at hand, we also experiment with variations of 
Gamma values. Same experiment setting as described in 
privacy budget part is used on three different site sequence 
cluster outputs. Figure 22 shows how variations of Gamma 
affect the amount of the noise and thus mean relative error of 
the released outputs. To also study the impact of privacy 
budgets, we also changed the variation of the Epsilon values 
step-wise. Gradual increase of relative mean error with respect 
to size of the cluster input data is visible throughout the 
visualizations.  
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Figure 22: Output range estimations for statistical release of three 

experimental site sequence clusters. Gamma values are taken from 

the range of [0,4] and Epsilon values are taken from the range of 

[1,2]. 

Since the release sizes can vary depending on the cluster 
size outputs, it is important that we can leverage an optimal 
Gamma range in addition to Epsilon to tradeoff the utility of 
data release to loss of accuracy as well. This is worth 
mentioning that the optimal tradeoff between block size and 
number of data blocks can vary for different queries executed 
on the dataset. 

 

VI. USE CASES AND CONCLUSIONS 

The travel demand is a crucial input to infrastructure and 
transportation planning and is traditionally estimated using 
census data, travel surveys and models for trip generation and 
trip distribution. The travel surveys includes detailed travel 
patterns for a small percentage of the travelers and are 
relatively expensive to collect, hence the travel surveys are 
typically updated with a very low frequency. However, cellular 
network signaling data enables direct observations of trips for a 
large number of travelers in a cost efficient way and this will 
change our understanding of human mobility and travel 
demand fundamentally.  

Since the traditional way of estimating travel demand 
depends on census data that lacks a temporal component and 
static models for trip generation, travel demand dynamics has 
not been studied in great detail. Most of the efforts have been 
made related to road traffic demand, where dynamic demand 
estimation has been performed by fusing static demand with 

sensors that has high temporal resolution, e.g. traffic counts in 
the road network. However, the demand estimation problem 
based on selected link flows is severely underdetermined and 
the estimates include a lot of uncertainty. Furthermore, road 
traffic counts are only measuring vehicles and not travelers, 
which for some applications are less suitable.  

The spatial and temporal resolution that is possible to 
achieve with cellular network signaling data depends on the 
cellular network infrastructure, but also on which interface in 
the cellular network the data is collected from as well as any 
preprocessing that is made on the data. CDR data based on 
SMS and call activities typically suffers from a relatively poor 
temporal resolution which needs to be compensated for in the 
estimation procedure.  

We have noticed mobility activities that we believe are 
related to the use of a hierarchical cell structure with 
macroscopic (umbrella) cells in combination with microscopic 
cells. More meta data about the cellular network, such as 
transmission power and antenna height would enable more 
detailed analysis of this, and potentially better mobility 
estimates for shorter movements.  

In the travel demand estimation from cellular network 
signaling data we get direct observations of combined trip 
generation and trip distribution for a sample of the population. 
In this paper we use a trip definition that generates trips for 
users based on travel assumptions related to points of interests, 
which has the potential to generate more accurate travel 
demand estimates compared to approaches where trips filtered 
by the low resolution sampling are not considered. A dynamic 
OD matrix is estimated using a new way of assigning trips into 
time periods, which takes into account the uncertainty in time 
stamps of trip start and end, related to the poor sampling in 
time. 

To enable more detailed transportation analysis, based on 
the travel demand we also need mode choice, route choice and 
a temporal distribution of travels. All these three are possible to 
do with cellular network data, by filtering out trips that are 
suitable for the different purposes.  Due to the huge sample of 
trip observations that are included in the data set we can still 
get statistically interesting number of observations. We have 
demonstrated this for simple examples related to route choice 
and temporal distribution, but the principle holds also for mode 
choice. This type of observations are very interesting since 
many traditional models that are used for mode choice, route 
choice and temporal distribution rely on basic assumptions that 
may not always be valid and can also contain a very large set of 
model parameters that are difficult to calibrate. For example, 
many route choice models rely on the assumption that each 
user has perfect knowledge of the traffic situation and requires 
volume-delay functions for each link in the network.   

An interesting side result from the trip generation based on 
users’ home and work location is that we have calculated a 
generic metric of the relationship between residential and 
commercial/industrial activity in an area. This metric is 
interesting for transportation analysis, but potentially also for 
other application areas. 
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We have outlined a framework for differentially private 
release of arbitrary mobility analytics allowing us to forecast 
ranges of optimal privacy budgets and output ranges for public 
data publication. For the experiments presented, we have also 
showed that albeit the size of data and queries at hand utility 
could be maintained at decent levels.  

We have proposed two approaches for aggregating cell id 
sequences - through clustering or frequent sequence mining - 
and that this results in a certain degree of anonymization due to 
that mobility information of individuals is replaced by 
descriptions of collective movements of users. The degree of 
anonymization may be adjusted by the coarseness of acquired 
aggregates, where we face a trade-off between accuracy and 
sensitivity, where the latter may be quantified within the 
differential privacy formalism. At one extreme, all sequences 
are grouped into a single aggregate that provide maximum 
privacy protection but essentially no mobility information. At 
the other extreme, all sequences form singleton aggregates that 
give maximum information, but no privacy protection. The 
point to choose between these two extremes is not only dictated 
by privacy requirements, but also by computational constraints 
e.g. pertaining to storage and computational capacity and 
available bandwidth, that require that the data is distilled - in 
other words, aggregated. 

The presented approaches build a comprehensive 
framework usable in offline processing or in real-time 
applications for, e.g., telecommunication operators or 
transportation planners. Several considerations have to be taken 
into account for real-time applications. The clustering 
algorithm (see Section III.D) is highly suitable for this mode as 
the clustered sequences can be incrementally updated. 
However, updating the set of frequent location sequences 
identified by sequential pattern mining (see Section III.E) 
would require scanning the whole, now extended dataset D’ to 
enable two types of operation, namely (i) deletion of sequences 
which have been frequent in D, but are infrequent in D’, and 
(ii) insertion of sequences that have been infrequent in D but 
frequent in D’. Improving the efficiency of updates might be 
done for example by caching semi-frequent sequences based on 
a threshold lower than the actual support threshold. 

Cellular network signaling data will change how we 
understand travel demand dynamics and human mobility in 
general. In developing countries, the cellular network is 
typically much more developed than the traffic and transport 
sensor infrastructure, which will make it an extremely valuable 
source of information for strategic, tactic,  and maybe also in 
the future, operational planning of transportation networks. 
Efficient algorithms and models that utilize the characteristics 
of the underlying cellular network data while maintaining the 
personal integrity of users in the system will have a large 
potential in improving transportation and environmental quality 
in many large cities in the world.  
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